FINMA RAG: Agentic Retrieval and Reasoning for

Financial Reports
Problem and Background

Answering financial questions is not a single task but a sequence of cognitive steps:
gathering evidence, extracting figures, mapping those figures to the correct line items,
determining the appropriate fiscal period, and reasoning over the resulting numbers.
Single-agent LLMs with basic retrieval pipelines frequently fail at this sequence, producing
hallucinated figures and arithmetic mistakes. Traditional RAG systems struggle with table-
heavy filings and frequently retrieve redundant or incomplete passages.
Motivation: Design a multi-agent architecture for financial question answering that assigns
specialized roles to separate reasoning, retrieval, and numeric computation, enabling
verifiable answers and improvements that single-agent LLMs cannot achieve.

Methods
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Retrieval
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Step 3

Agentic Workflow

Retriever Agent

Actively reformulates the
query and retrieves the most
relevant financial evidence.
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Analyst Agent
Interprets retrieved statements
and extracts the key numerical
inputs needed for reasoning.
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System Evaluation

Calculator Agent

Executes precise, deterministic
financial computations to avoid
hallucinated numbers.
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Synthesis Agent
Integrates evidence and
computed values into a
coherent, well-grounded final
answer.
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SYSTEM EVALUATION

Objective:

Evaluate the end-to-end performance of a multi-agent financial QA system

Methodology:

e LLM-as-Judge (GPT-40-mini) rates answers as CORRECT / INCORRECT
e 150 FinanceBench financial QA tasks
e Logged per question: retrieved context, intermediate agent outputs, tool
calls, final answer, and latency
e Ragas (Retrieval Augmented Generation Assessment) metrics recall@k,
precision@k, answer correctness, MRR@k

Experiments and Results
The Impact of Embedding Model

Lo Evaluation of Embedding Models on RAG Retrieval Performance
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Improving Retrieval:

Flaw Experiment Improvement

PyMuPDF + Naive Chunking does not
capture tabular data well
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chunking through markdown format

Dense Only Search missed key
context between similar documents

Agentic Expansion and Hybrid
Search: Reformulated queries using

Utilize PyMuPDF4LLM which handles

GPT 40 to include specific information.
Merged results from FAISS and BM25.

CoIBERT Reranking: Final Context
Filter using token-level matching to
guarantee the most relevant,
fact-dense chunk reaches the LLM.

Structural and semantic data loss were solved by combining
PyMuPDF4LLM with Hybrid Search and ColBERT (for retrieval
precision).

Multi-Agent Orchestration

« | LLMs are prone to arithmetic errors and hallucinating numbers
when asked to calculate financial ratios based on retrieved text
inputs. This severely limits the Final Answer Correctness score.
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2| LangGraph architecture splits the task: Analyst LLM performs

the reasoning then delegates the calculation to the
financial_calculator tool. The tool returns a accurate result,

\which the LLM synthesizes into the final answer.
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Analysis

Embedding models heavily shape retrieval quality. Recall@5 improves from
0.53 — 0.59 — 0.76 when moving from BGE-base to BGE-large and E5-large-
v2, confirming the value of stronger financial embeddings.

Naive PDF parsing loses tables, leading to missing numeric evidence.
PyMuPDF4LLM preserves Markdown structure and restores financial tables,
Improving retrieval completeness.

Hybrid Search + ColBERT reranking enhances evidence ordering rather than
raw recall, but this ordering has a large impact on final correctness by ensuring
the most fact-dense chunks reach the LLM.

Multi-agent orchestration reduces LLM failure modes:

- Analyst Agent handles line-item and fiscal-year extraction.
- Calculator Tool eliminates numeric hallucinations.
- Synthesis Agent integrates and verifies evidence.

LangGraph multi-step loops enable verification and recomputation, improving
reasoning consistency over single-pass LLM approaches.

Key insight: Even modest retrieval gains yield outsized end-to-end accuracy
Improvements when paired with structured multi-agent reasoning.

Limitations

Chunking issues: Tables and mixed-format documents break under fixed-size
chunking; preserving structure requires a format-aware chunking strategy.
Embedding overload: Too many similar chunks make dense retrieval noisy
and hard to rank, which reduces retrieval precision.

Hybrid retrieval: Combining BM25 and FAISS effectively remains challenging.
Single embedding store: Using only one embedding index limits retrieval
diversity; adding multiple stores could improve coverage and recall.

Conclusion

A multi-agent architecture, combining retrieval, extraction, computation, and
synthesis, substantially improves financial QA reliability over single-agent RAG.
Stronger embeddings, PyMuPDF4LLM parsing, and Hybrid Search with
CoIBERT reranking provide more complete and better-ordered evidence for
downstream reasoning.

Tool-assisted arithmetic removes numeric hallucinations, while LangGraph’s
iterative loops add verification and consistency.

End-to-end evaluation on FinanceBench shows that structured agent
collaboration, not retrieval alone, is key to achieving accurate and trustworthy
financial answers.
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